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 I am Doug 

 Doug I am (Dr Seuss Edition) 

 Actually I am Douglas 

 … or, if you're Scottish, Dougie or Doogie 

 

 I'm not from round here 

 You will have probably noticed that already 

 I don't know many Scottish people who do glowing introductions 

about their all-round genius!  

 But, amongst other things, I am … 
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I got started in IT writing 

ZX Spectrum Computer 

Games in 1984 

 

Zilog Z80A (3.5MHz) 

 

32KB Usable RAM 

 

This is a Crash Smash 

from 1986 
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 Optimiser Plan Stability is a tricky problem 

 Admit it – we have probably all been there! 

▪ Fluctuating Object Statistics 

▪ Bind Variable Peeking issues 

▪ Upgrades 

 

 Users like stable systems & consistent response times 

 

 Quote from an Executive Director at my global 

Investment Banking client 

 Me: "All you really want is system stability, right?" 

 ED: "We want both stability and great performance" 
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 This presentation is based on Real World™ experiences 

 

 That world is messy and frustrating 

 You need to test things properly, particularly performance stuff 

 Every system is different and you probably have more than one 

 Projects take time and become diverted 

 

 Translation 

 We are still mid-implementation 

 If you came here looking for a straightforward success story, you 

picked the wrong room! 

 There will be bitching and moaning – a Scottish speciality! 
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 The Cost-Based Optimiser (CBO) is designed to evolve 
execution plans over time 
 New data volumes and distribution of values 

 New bind variable values are supplied 

 New indexes are created 

 New optimiser features appear when you upgrade 
 

 

 Intention is to always come up with a better plan 
 Intentions are great things 

 This is software 

 Perfection is unrealistic 
▪ What if things are 30% better, 65% the same and 5% worse? 

▪ Guess which number people will notice! 
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 The two main problems with Plan Evolution 

 That damn 5% or 1% or 0.5%! 

 It always happens when you least need it! 

 

 How about if we could control when plans evolve and 

only evolve them if performance is the same or better? 

 

 Controlled Plan Evolution 

 

 SQL Plan Management! 
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 11g Database Enterprise Edition optimiser feature 

 Does not require the Tuning Pack 

 Tuning Pack required if you want to use SQL Tuning Sets, 

Automatic SQL Tuning Advisor etc, etc… 

 We are running 11.2.0.2 

 

 Described in great detail in Oracle Corp. White Paper 

 "SQL Plan Management in Oracle Database 11g" 

 Maria Colgan 

 http://tinyurl.com/3f7yh5n  

 

 I don't plan to regurgitate the paper 
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 SQL Management Base 

 New area in SYSAUX used for SPM data 

 

 Statement Log 

 Contains the SQL Signature of repeatable statements 

 

 SQL Plan History 

 Can contain multiple accepted or unaccepted plan variations 

 

 SQL Plan Baselines 

 Stored sets of hints to recreate a precise Execution Plan 
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 Two parameters control everything 
 

 optimizer_use_sql_plan_baselines 

 Default is TRUE, so database is ready to go 

 If accepted and enabled baselines exist for a given SQL 

statement based on text-matching, then the optimizer will use the 

most efficient of those stored plans rather than any new plan it 

just calculated. 

 

 optimizer_capture_sql_plan_baselines 

 Default is FALSE, so we need to change this to TRUE to use 

auto-capture of new baselines 
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 SQL Management Base Configuration 

 CONFIGURE 

▪ SYSAUX Usage 

▪ Retention Period for unused baselines – 53 weeks 

 

 Initial SPM Baseline Population 

 LOAD_PLANS_FROM_CURSOR_CACHE 

▪ What we used (as well as Auto-Capture) 

▪ Many options to limit to specific SQL statements, MODULE etc 

 LOAD_PLANS_FROM_SQLSET 

 MIGRATE_STORED_OUTLINE 
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 Baseline Administration 

 ALTER_SQL_PLAN_BASELINE 

 DROP_SQL_PLAN_BASELINE 

 EVOLVE_SQL_PLAN_BASELINE 

 

 Release Cycle Management 

 CREATE_STGTAB_BASELINE 

 PACK_STGTAB_BASELINE 

 UNPACK_STGTAB_BASELINE 
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 DBA_SQL_PLAN_BASELINES 
 
SQL> select sql_handle, accepted, fixed, executions, elapsed_time, 

  2      creator, origin, parsing_schema_name, 

  3      created, last_modified, enabled 

  4  from dba_sql_plan_baselines; 

 

SQL_HANDLE                     ACC FIX EXECUTIONS ELAPSED_TIME CREATOR                        
ORIGIN 

------------------------------ --- --- ---------- ------------ -------------------
----------- -------------- 

PARSING_SCHEMA_NAME            CREATED 

------------------------------ ---------------------------------------------------
------------------------ 

LAST_MODIFIED                                                               ENA 

--------------------------------------------------------------------------- --- 

SQL_b6657a442bdda7e3           YES NO           0            0 BURNSDO                        
AUTO-CAPTURE 

BURNSDO                        11-APR-11 10.18.33.000000 

11-APR-11 10.18.33.000000                                                   YES 

 

 V$SQL 
 SQL_PLAN_BASELINE 
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 Several complex Data Warehouse systems 

 High volume of different SQL statements from multiple sources 

▪ SAP/BW 

▪ Business Objects 

▪ Cognos 

▪ Clowns! 

 

 Many legacy hints 

 We love INDEX and USE_NL hints! 

 Who knows if we still need them and who will pay people to 

remove them now? 
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 Hidden underscore parameters 

 Must not allow cost-based query transformation! 

 We love optimizer_index_cost_adj 

 In fact, we really like Oracle 9i 

 

 Inadequate object statistics 

 Every system uses a slightly different approach 

 Some use Aggregated Global Statistics, to guarantee poor 

Number of Distinct Values 

 

 Despite our best efforts to freeze the systems in 9i-land, 

upgrades have always been a nightmare 
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 Big program of upgrades to 11.2  

 Not least because we were moving to Exadata V2 

 Hallelujah! I can use Real-Time SQL Monitoring 

 

 Initial results not good 

 Every upgraded test system had a handful or more cases of 

degradation 

 Setting optimizer_features_enable to 10.2.0.4 solved them 

 Deadline approaching 

 .. you can probably guess the rest 

 

 Set OFE to 10.2.0.4 at system level 
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 Set OFE to 10.2.0.4 at the system level in our full-

volume test environment 

 

 Run our workloads with SPM Auto-Capture enabled 

 

 Set OFE to 11.2.0.2 

 

 New plans will not be used so no plan degradation 

 

 Evolve the new plans to gain any performance 

improvements 

 We were much less focused on this step than you might think 
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 When it works, it works well 

 

 Extremely simple to use 

 

 Joyous experience of plan stability 

 

 Ability to see what new plans come along and decide 

what to do with them 

 

 Returns control of execution plan changes back to you! 
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 The 'design' of several of our systems didn't help 

 Literal SQL 

 Dynamic SQL 

 

 Operator Stupidity didn't help 

 Using Auto-Capture 
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 SPM is only effective for statements that are executed 

twice – based on text-matching 

 Stands to reason – the point is to stop subsequent executions of 

the same statement from changing plan and running more slowly! 

 

 However, if we use literal values in SQL statements and 

they change between executions, SPM will not help 

 

 Lots of SQL statements include this 

 WHERE reporting_date = 20111003 

 20111003 is inserted in the front-end reporting tool before SQL 

statement is submitted 
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 The only realistic solution 

 cursor_sharing = FORCE 

 Literal values replaced on-the-fly 

 

 Nervousness about setting this instance-wide 

 Had hit various recent performance problems on 11.2.0.1 

database when cursor_sharing had been set to FORCE 

 All previous advice from Oracle has been fairly negative about 

this setting 

 As always, tight timescales and these are critical systems 
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 However, it might be just the solution for you 

 

 Works well in combination with bind variable peeking, 

adaptive cursor sharing and histograms 

 

 Based on my own small test scripts! 
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SELECT v 

FROM TEST_TAB11 

WHERE n=0;

Converted and executed 

SELECT v 

FROM TEST_TAB11 

WHERE n=:"SYS_B_0"

N.B. no SPM baselines yet

cursor_sharing=FORCE

SELECT v 

FROM TEST_TAB11 

WHERE n=0;

Converted and executed 

SELECT v 

FROM TEST_TAB11 

WHERE n=:"SYS_B_0"

Second execution so SPM 

baseline is generated for 

FTS

SELECT v 

FROM TEST_TAB11 WHERE n=1;

Converted and executed 

SELECT v 

FROM TEST_TAB11 WHERE 

n=:"SYS_B_0"

Fourth execution and ACS and SPM 

used together to establish that index 

look-up is most efficient, so this is 

used

Adaptive Cursor Sharing

Evolve Plan Baselines. Runs 

SELECT v 

FROM TEST_TAB11 WHERE 

n=:"SYS_B_0"

With 1 as bind variable input, 

establishes improved performance 

and enables new baseline

SQL Plan Management

Plan Evolution

SELECT v 

FROM TEST_TAB11 WHERE n=1;

Converted and executed 

SELECT v 

FROM TEST_TAB11 WHERE 

n=:"SYS_B_0"

Third execution and different plan to 

second, so new SPM baseline is 

generated for index look-up but not 

Enabled! This execution uses FTS
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 SPM is only effective for statements that are executed 

twice 

 Stands to reason – the point is to stop subsequent executions of 

the same statement from changing plan and running more slowly! 

 
 However, if the table names in SQL statements change 

between executions, SPM will not help 

 

 Lots of SQL statements include this 

 FROM temp_201111003_feedname_3472 

 temp_201111003_feedname_3472 is a load table created on-the-

fly and is unique each time! 
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 No immediate solution to this problem 

 

 Can't use a bind variable for a table name 

 

 Re-development required to use temp table names 

repeatedly but  

 GTTs are still not the solution for us 

 We need many load tables in use simultaneously 

 Connection pooling means completely different database 

sessions reusing the same load table 

 Probable solution – a pool of re-used load table names 
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 Remember my plan? 

 Set OFE to 10.2.0.4 at the system level in our full-volume test 

environment 

 Run our workloads with SPM Auto-Capture enabled 

 

 Slight problem with that 

 Baselines only generated on the second execution of a statement 

 Run our workload through once and many statements won't end 

up with SPM baselines at all 

 

 Solution 

 Populate baselines from cursor cache or use a SQL Tuning Set 
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 Remember that system with the system-wide OFE 

10.2.0.4? 

 

 I was determined to get rid of that and all the damn 

underscore parameters! 

 

 We collected all the degraded queries and worked out 

the underlying causes 

 

 Where changing literals were used – Apply Hints 

 

 Where bind variables or non-changing literals used …. 
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 Take misbehaving SQL statement & establish root cause 

 

 'Improvements' in optimiser during upgrade  

 Run statement with lower optimizer_features_enable 

 Capture plan and store in SPM Baseline 

 Raise SR! 

 

 Didn't we just freeze our version in the mists of time? 

 Yes, for this single statement 

 With capability to evolve to a new plan when a future version 

fixes issue 

 Without changing a line of code! 
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 Not just for upgrades 

 

 Some statements need hints to get to the right plan 

 

 Rather than embedding hints in application code 

 You will never get rid of them 

 You will think your hint forces a plan, but it won't in future 

versions 

 

 Execute the statement with the hint and then associate it 

with the un-hinted version! 

 Full procedure in Maria Colgan's White Paper 
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 Big philosophical debate about this one 

 

 Plan Stability or Controlled Plan Evolution? 

 How do we control it? 

 

 DBMS_SPM.EVOLVE_SQL_PLAN_BASELINE 

 Executes the statement with Enabled plan not Accepted yet 

 If performance is better or the same, mark the plan Accepted and 

can be used 

 The option we used, although can also just report on 

performance differences 

 Note – strips out the query component of UPDATE etc 
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 My new idea – just today! 

 We have quarterly release cycles and monstrous release 

weekends 

 As part of, or just before the release weekend, use 

DBMS_SPM.EVOLVE_SQL_PLAN_BASELINE to evaluate new 

plans that have been generated 

 Enable the improved plans after review? 
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 Common use case of SPM 

 Run test workloads in a full-volume test environment 

 We have lots of these and a large test team running tests around 

the clock 

 Capture plan baselines in Pre-Production and then pack them, 

move the table over to production and unpack them as part of 

release 

 Works perfectly 

 

 Also used when we want to play around with specific 

queries, hints and parameter settings 
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 I still think it's a solid feature and delivers just what 

people have been looking for – take your pick 

1. Plan Stability 

2. Controlled Plan Evolution 

 If your application is suitable 

 

 Great success with using it as a narrow scope solution 

to narrow scope problems 

 If a single SQL statement that uses bind variables is experiencing 

problems that parameter changes could solve 

 Don't have an entire system degraded because of a few 

statements! 
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 "SQL Plan Management in Oracle Database 11g" 

 Oracle Corp. White Paper 

 

 "SQL Plan Management in Real Life" 

 Tim Quinlan's session from IOUG Sunday 

 Slides should be available post-conference 

 

 Chapter in "Troubleshooting Oracle Performance" 

 Christian Antognini 

 http://antognini.ch/top/  

 

 Intermediate SQL Blog 
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